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Abstract. Targeted cyber-attacks present significant threat to modern compu-

ting systems. Modern industrial control systems (SCADA) or military networks 

are example of high value targets with potentially severe implications in case of 

successful attack. Anomaly detection can provide solution to targeted attacks as 

attack is likely to introduce some distortion to observable system activity. Most 

of the anomaly detection has been done on the level of sequences of system 

calls and is known to have problems with high false alarm rates. In this paper, 

we show that better results can be obtained by performing behavioral analysis 

on higher semantic level. We observe that many critical computer systems serve 

a specific purpose and are expected to run strictly limited sets of software. We 

model this behavior by creating customized normalcy profile of this system and 

evaluate how well does anomaly based detection work in this scenario. 
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1 Introduction 

Modern malware demonstrates features of high precision weapons: information at-

tacks perpetrated by malicious codes can be employed to conduct espionage, and as in 

the case of the Stuxnet worm, even industrial sabotage [1], [2]. Consequently, Intru-

sion Detection is a very active area of research that continues evolving as the malware 

techniques are being improved to overcome existing defenses. However, the most 

popular malware detection schemes are still dominated by the binary signature-based 

approach. Although it has many practical advantages, this technology can be evaded 

by using automatic tools like code packers and metamorphic engines, and leads to a 

dead end due to exponentially growing database of binary signatures. In addition, it is 

inherently incapable of addressing targeted, zero-day malware attacks not represented 

by a binary sample in a database. 

Behavioral analysis offers a more promising approach to malware detection since 

behavioral signatures are more obfuscation resilient than the binary ones. Indeed, 

changing behavior while preserving the desired (malicious) functions of a program is 

much harder than changing only the binary structure. More importantly, to achieve its 

goal, malware usually has to perform some system operations (e.g. registry manipula-
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tion). Since system operations can be easily observed and they are difficult to obfus-

cate or hide, malicious programs are more likely to expose themselves to behavioral 

detection. Consequently, while database of specific behavioral signatures is still to be 

utilized, its size and rate of increase are incomparably lower than those in the case of 

binary signatures. However, the behavioral detector has to be able to distinguish mali-

cious operations from benign ones (i.e. executed by a benign program) which is often 

difficult. Moreover, maliciousness of an executed functionality can often be deter-

mined only by its context or environment. Therefore, the challenge of behavioral 

detection is in devising a good model of behavior which is descriptive enough to al-

low for discrimination of benign versus malicious programs and which can be tuned 

to the target environment.  

In principle, there are two kinds of behavior detection mechanisms: misuse detec-

tion and anomaly detection. Misuse detection looks for specific behavioral patterns 

known to be malicious, while the anomaly based approach responds to unusual (un-

expected) behavior. The advantage of anomaly based detection is in its ability to pro-

tect against previously unseen threats; however, it usually suffers from a high false 

positive rate. Misuse detection is usually more reliable in terms of detection perfor-

mance (fewer false positives and often no false negatives) but it has two major draw-

backs. First, defining a set of malicious patterns (signatures) is a time consuming and 

error prone task that calls for periodic updating, similarly to how binary signatures are 

used today. Second, it cannot detect any malicious code that does not expose known 

malicious behavior patterns and thus its capabilities to detect a zero day attack are 

very limited. Consequently, it seems logical to combine both detection mechanisms 

thus resulting in a highly dependable IDS technology.  

In this paper we describe a mechanism capable of automatic discovery of beha-

vioral profiles for computer programs applicable to both malicious and benign beha-

viors. 

 First, we discuss the formalization aspects of behavioral signatures representing 

functionalities, either benign or malicious, in the inclusive and obfuscation resilient 

form. Then we address the approach enabling the functionality extraction from a Ker-

nel Object Access Graph capturing how kernel objects (objects managed by operating 

system, e.g. files, processes) are manipulated. Then we discuss the formation of a 

database containing the functionalities pertaining to the particular network environ-

ment that in combination with their frequencies of execution constitutes a customized 

normalcy profile. The resultant IDS would perform an ongoing task of functionality 

detection and assess the deviation of the observed network behavior from the earlier 

established normalcy profile. Finally, the implementation results of the particular 

components of the described system will be presented. 

The described technology is expected to be instrumental in the detection of tar-

geted information attacks against high value targets such as banks, power plants, gov-

ernment installations, etc. 



2 Approach 

The problem of detecting of unknown behavior can be split in two phases: 

During the off-line phase, we observe the stream of the system level events for a 

time period sufficient to cover the majority of application cases. This accumulated 

data is used to build a behavioral model of the known behavior of the system. The 

assembly of the behavioral model can be done off-line with extensive use of compu-

ting resources. 

During the on-line phase, we match observed stream of events with models of 

known behavior. If the stream deviates from the behavior predicted by the model we 

declare the anomaly. In order to be practical, this step should be performed with low 

overhead. 

In this paper we will focus on the process of assembling behavioral model from the 

continuous stream of the system calls. 

This intention is not new, many attempts were made to create models of normal 

and malicious behavior. Different types of mechanisms: finite automata, context free 

languages, Markov models etc. were utilized to monitor data dependencies and sys-

tem call dependencies on order to grasp the complex relationship between system 

calls and data they operate on. In our view, limited success of these efforts is attri-

buted to the fact that they typically lead to elusive and unstable models which only 

remotely reflect the behavior of the program. In this paper we introduce a behavior 

modeling approach operating on the highest level of behavioral semantics, the level 

where behavior could be directly associated with the specific goals of the software 

developer. 

3 Behavioral Representation 

The behavior refers to the actions performed by the program with respect to its envi-

ronment. The environment of any program in a computer system is controlled and 

managed by operating system kernel. Windows OS organizes the environment using 

OS objects: file, memory section, thread, mutex, etc. For a program to sense or modi-

fy the environment a request to kernel must be issued. The request to OS is issued by 

invoking a system call with desired parameters.  

For example, system call ZwOpenKey has the following parameters: KeyHandle, 

DesiredAccess, ObjectAttributes. 

KeyHandle is a handle to the opened key. Generally, a handle is a context specific 

reference/tag to the OS managed object. It allows referencing the same object in a 

sequence of system calls. DeasiredAccess is the value that determines the requested 

access to the object. ObjectAttributes is a structure that specifies the object name and 

other attributes. Unlike handles, the names are system wide object identifiers. 

Handles and object names are especially important for observing the behavior 

since handles and names directly correspond to some OS objects. Additionally, equal 

handles or names provide clear indication that system calls were issued for the same 

OS object. 



Monitoring system calls along with parameters provides system-wide view on be-

havior. In order to reason about the behavior and especially about anomalous changes 

in the behavior we suggest such a model that allows us to capture the normal structure 

of operations over OS objects. 

Formally, the model is a vertex-edge labeled graph which is constructed from the 

stream of system calls,  

 Gm=(V, E, Fv, Fe),  (1) 

where  

V – set of vertices,  

E – set of edges,  

Fv - mapping from V to set of system calls S. 

Fe - mapping from E to set of data links D. 

It is worth noting that the set of system calls S is small and well known. On the 

other hand elements of D represent all possible values of parameters of system calls. 

Therefore the set of data links D is unknown beforehand and very extensive. Fortu-

nately, this does not pose a difficult problem since majority of the important parame-

ters take values from the small subset of D. 

The graph Gm can be built from the stream of system calls according to the follow-

ing rules: 

1. Labeled vertex vs is added to Gm for each issued system call s.  

2. Labeled edge ed from vi to vj is added when vi and vj share the same data d and one 

of the following: 

(a) vi has d as the output and vj takes d as the input  

(b) vi was registered before vj 

For example, calls S1, S2 in (Figure 1. a) have a common parameter C. In the re-

sulting graph (Figure 1. b) nodes corresponding to calls S1, S2 are connected with the 

directed edge C. Nodes S2, S3 are connected with an edge labeled C. 
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Fig. 1. Links in the graph 

The described process transforms the stream of system calls into a stream of graphs. 

Due to the high volume of system calls these graphs usually grow to unmanageable 

sizes, primarily due to repetitive/cyclic actions. On the other hand, repetitive occur-

rences of a single system call or some graph substructure do not provide additional 

dependency information. Therefore it is beneficial to somehow detect and eliminate 

repetitive structures (Figure 2). 
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Fig. 2. Graph compression 

There are several graph compression (frequent subgraph detection) algorithms sug-

gested in [3, 4]. These algorithms were developed for problems quite different from 



system call graph compression. The frequent substructures search algorithm from [3] 

does not scale up to graphs with tens of thousands of nodes. The algorithm described 

in [4] is more efficient but still too "expensive" for large number of nodes. In addi-

tion, the semantics of graph compression described in these papers cannot be directly 

applied to system call graphs.  

Graphs featured in Figure 3 represent overwhelming majority of the system calls 

graph types observed. Although these graphs are simple in nature, they result in a 

very heavy performance penalty for general graph compression algorithms. As one 

may see, they have a very simple structure reflecting repetitive operations over one or 

two OS objects. Most of huge system call graphs are generated by simple cycles, 

therefore such traces need to be effectively recognized and eliminated. 

For system call graph matching we generally do not care how many times some 

substructure is repeated. It gives us an opportunity to relax compression accuracy and 

have irrelevant data disappear. In particular, we replace linear repetitive parts of the 

graph with one representative component. 

 

Fig. 3. Typical system call graphs 

Lossy graph compression adapted to system call graphs allows for much faster algo-

rithm and better compression of the graph. 

4 Algorithm 

Our graph compression algorithm is based on Graphitour algorithm which was intro-

duced in [5]. This algorithm proved to be useful in the domain of biological and ge-

netic data processing [6]. It is not the fastest algorithm known to date [7] but it has 

certain properties that we exploit to our benefit. 



We will proceed with brief explanation of the algorithm followed by an example of 

application of the algorithm to graph compression. The pseudo code for Graphitour 

algorithm is presented in Table 1. 

Table 1. Graphitour graph compression algorithm 

1 Input: initial graph G 

2 Initialize: empty graph grammar, empty edge lexicon; 

3 Build edge lexicon: make a single tour of the graph,  

   register the type of each edge according to the edge label 

   and types of its end nodes; collect type statistics; 

4 Loop: 

5  Loop through nodes 

   Delete all except one leaf nodes of each type 

5  Loop through edge types 

6   For a sub-graph induced by each edge type solve an  

    instance of maximum cardinality matching problem,  

    which yields a number and list of edges 

    that could be abstracted; 

7  Pick an edge type which corresponds to the highest count; 

8  Introduce a new hyper-node for the chosen edge type  

   into the graph grammar; 

9  Loop through edge occurrences of a chosen type in the graph; 

10   Substitute an occurrence of the edge type with a hyper-node; 

11   Loop through all edges incident to the end nodes of an edge; 

12    Substitute edges and introduce  

    new edge types into edge lexicon; 

13 Until no compression possible; 

14 Output: compressed graph & induced graph grammar; 

The major stages of the work of the algorithm are illustrated in Figure 4. 
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Fig. 4. Application of Graphitour algorithm to the graph with self-similarities 

The algorithm first searches for frequent types of edges (lines 5-6) according to max-

matching algorithm. The edge A-B induces the largest matching of size 2 (dashed 



ovals) for the graph featured in Figure 4. The selected edges are contracted and algo-

rithm stores the rule for the applied operation. It could be seen that in later stages 

previously contracted nodes may participate in new contractions. These successive 

contractions increase the database of rules which in turn can be unwound into the 

most frequent patterns occurring in the graph. Unwound rules are featured in the re-

sults section of the picture. 

Application of Graphitour to typical system call graph is featured in Figure 5. One 

may notice that after several steps Graphitour collapsed repetitive elements and con-

verted the linear sequence of complex graphs into a trivial sequence of nodes which 

can be further reduced by removing excessive nodes. Linear parts as featured in Fig-

ure 5 stage V can be further analyzed/compressed with application of grammar-based 

compression as described in [8]. 
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Fig. 5. Progress of Graphitour Algorithm Over System Calls Graph 

5 Verification of the Procedure 

The described procedure was evaluated on execution traces obtained from several 

benign and malicious programs running on Windows XP. System call traces were 

recorded from our driver which intercepted system calls with their arguments by 

hooking into the SSDT table. Since we wanted to evaluate our approach in general 



conditions without any prior knowledge about the importance of individual system 

calls for security, we intercepted all of the calls referenced by the service table, except 

a few for which we could not find the correct specification of input arguments. We 

used our driver to obtain execution traces from several malicious and benign applica-

tions. 

Malicious programs were obtained from the Offensive Computing website [9] and 

include malware samples of different types and from several families. Benign pro-

grams were selected to represent a typical user setup. We joined the obtained samples 

into three testing traces so that each trace consisted of several malware types and 

several benign programs.  

Since we monitored all of the system calls, the size of execution traces grew rapid-

ly with time, quickly exceeding 10GB for large traces. Therefore we used traces ob-

tained only for a limited amount of time, ranging from 1 minute to 20 minutes in the 

case of longest execution trace. Currently, the compression was applied to the entire 

graph that could have over hundred thousand nodes. In the future, some incremental, 

real time compression schemes could be used allowing the processing of much longer 

traces. The results could be seen in Table 2. 

Table 2. Testing/validation of the functionality extraction procedure 

Two functionalities extracted from the real system call data by the application of 

the described procedure can be seen in Figure 6. Component #169 on the left 

represents typical interaction with Windows registry. Component #171 corresponds to 

remote thread injection functionality. Such functionality is rarely used by legitimate 

software. And it is no surprise that it was obtained from the data containing malware 

execution traces. 

  

Trace 

# 

Number of 

system calls 

Number of unique graph 

components 

Number of detected 

functionalities 

Number of malicious func-

tionalities detected 

1 6927937 1047 341 23 

2 3704217 862 307 21 

3 20719 217 49 9 



6 Normalcy Representation 

Rules mined by the Graphitour algorithm over substantially large dataset of system 

calls representing execution of legitimate software result in a set of functionalities that 

can be perceived as signatures of normal behavior. It is important that the described 

procedure operates without the involvement of human operator, i.e. the functionalities 

are extracted automatically. 

 

Fig. 6.  Functionalities extracted from "real" system call data 

The availability of behavior models, i.e. legitimate or malicious functionalities 

marks the completion of the off-line phase of the modeling effort. The on-line phase 

calls for the most efficient technology for the functionality detection. We have shown 

previously that Colored Petri nets (CPN) present a very efficient tool for performing 

this task [10]. Translation from Graphitour rules (essentially graphs) into CPNs is 

relatively straightforward. Each node of the rule-graph corresponds to a place in CPN. 

Incoming edges of the nodes are fused into transitions. Guard expressions of transi-

tions are obtained from edge link types (see Fig. 7). 
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Fig. 7. Translation of Graphitour rules into CPN 

A set of CPNs obtained from Graphitour mining results that cover all possible legi-

timate activities for a local network facilitates the anomaly detection. In stable setting 

this makes our detector more reliable and efficient than SUMMARIZE-MINE me-

chanism described in [11].  

The customized normalcy profile is perceived as a set of automatically extracted 

functionalities, accompanied by the frequencies of their execution. Unlike a public 

network providing services to a wide community of users, network of a "high value 

facility" is expected to demonstrate a very rigid set of functionalities and their fre-

quencies. The detection of unseen earlier, not necessarily malicious activity, and/or 

mere changes in the execution frequencies of the functionalities would indicate an 

attack. Figure 8 illustrates the described IDS concept. 

 

 

Fig. 8. IDS utilizing a customized normalcy profile 
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The implementation of the described approach includes the development and peri-

odic updating of the normalcy profile, and the on-going tasks of the functionality 

extraction, detection of known malicious functionalities, and the anomaly detection in 

network operation. 
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